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1 The (Many) Ways A Circuit Can Fail

Moore’s law is probably the most cited and recognized statement in the
computer engineering field. Coined by Intel’s co-founder, Gordon Moore,
this law describes the long-term trend in the history of computing hardware,
in which the number of transistors, that can be placed on the same die area,
has doubled approximately every two years. Since its inception, this law
has been holding fairly well; in 1970, Intel was developing transistors with a
feature size of 10 wm, and in 2010 this feature size has reached the remarkable
size of 32 nm, a dimension merely four times of a cell membrane. In modern
lithographic techniques the feature size, which corresponds to the smallest
dimension that can be printed in an integrated circuit, is the channel length
of a transistor. It is this consistent transistor size scaling what brings the
ever increasing computational power to each new generation of our electronic
products, such as our iPads and iPhones, we rely so much on. However with
continued scaling, devices are becoming increasingly prone to defects, which
makes the manufacturing of reliable components a non-trivial engineering
feat. In an effort to deliver powerful and reliable devices, semi-conductor
manufacturers go to extreme lengths, and great expense, to ensure devices
are relatively free of defects as they leave the manufacturing floor. It has been
reported that Intel, as well as most semi-conductor manufacturing leaders,
spend 50-60% of their capital investment in equipment to test fabricated
devices.



"If Intel spends so much money and time making sure that the chips work,
why does my cell phone keeps dropping calls?”. This complaint is not uncom-
mon amongst consumers, when their purchased products permanently stop
delivering the expected performance. While there is no canned answer that
will fit every electronic device, the usual failure modes are few. These can
be due to the aging of the semi-conductor material (e.g. electro-migration),
environmental effects (e.g. corrosion, ionizing radiation) or by an electrical
parameter which was exceeded (e.g. electrostatic discharge, over-voltage).
Whenever any of these failure modes is present, the circuit may stop func-
tioning or, at the very least, suffer a severe performance hit. Unfortunately
these described failure modes cause permanent damage to the integrated
circuit and cannot be repaired.

There are also other type of failures which only cause the circuit to mo-
mentarily generate false outputs, at seemingly random times. This type of
failure mode is unpredictable, and since it does not inflict permanent damage
to the circuit, it is often hard to detect. After all how can one assert the
presence an error, if no damage evidence can be found? To these random
occurrences we call transient or soft errors, and they are an unfortunate side
effect of continued transistor scaling. Faced with this problem, an entire
research community has been established to develop hardware methods to
provide electrical circuits with extra layers of protection against these tran-
sient or soft errors.

In this paper, we provide an historical overview of the field as well as
describe the latest most promising techniques which allow the detection of a
single transient error in a circuit.

2 Transient or soft errors

There is a multitude of ways transient errors can be generated. The usual
suspects are alpha particles from package decay, cosmic ray particles, thermal
neutrons, and to a much lesser extent random noise due to signal integrity
(e.g. wire crosstalk). The first published report of a soft error was in 1978.
At the time, Intel was experiencing unexpected logic changes within their 16
KBit DRAMs. A long debugging process was able to pinpoint the problem to
a contamination in the packaging material encapsulating the memory mod-
ules. The source of the contamination was later traced to small radioactive
leftovers in the water used during the manufacturing process. As the transis-
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Figure 1: The principle of circuit testing - Real circuit outputs are compared
against simulated circuits to assert faulty behavior.

tor scaling continued, another source of soft-errors become relevant; cosmic
ray particles. These cosmic rays are energetic particles originating from many
distinct sources in outer space, such as our sun, and supernova explosions
outside our galaxy, and many other unknown extra-terrestrial sources.

In addition to allowing more transistors per die area, technology scaling
brings many other benefits; transistors propagate their signals faster, require
smaller voltages to operate and also require less charge to change their state.
This last feature, known as switching charge in academic lingo, is the reason
why alpha particles are increasingly responsible for transient errors. After
all if a transistor requires less juice to be turned on or off, when an external
charge carrying particle hits it, the device will have an increased chance of
being set to the wrong state.

Generally speaking, a transient error is caused when an external source
causes a momentary localized energy deviation at the electron level. In bi-
nary terms, a transient error may cause a specific logic zero to temporarily
become a logic one, and vice-versa. The rate of occurrence of a transient error
depends on a variety of factors; the design architecture, technology model,
encapsulation materials and, not entirely surprisingly, the altitude where the
circuit is being used. Mainly because manufacturers do not release pertinent
information to the public, an exact transient error rate is often hard to re-
port. However, this rate is generally accepted to be around one error per



week for a modern DRAM memory cell operating under normal conditions.

The standard approach to detect transient errors, and any invalid logic
operation, follows closely the principle of electric circuit testing. This princi-
ple is represented in Figure 1. The idea is as follows; we provide the poten-
tially defective manufactured circuit, and a simulated circuit model with the
same carefully selected logic inputs. A mismatch between the logic output
of the manufactured circuit, and its equivalent simulated model, implies a
defect somewhere inside the circuit. Many deviations of this testing proce-
dure, such as feeding the logic inputs with high/low temperatures at differ-
ent frequencies, are normally performed at the production site. While these
extensive tests have proved to be quite effective to weed out broken manufac-
tured devices, they are not useful to detect future impact of transient errors.
To provide protection against these random errors, we must apply a similar
testing principle, but in real time, while the circuit is performing its other
computational duties.

3 Detecting transient errors with coding tech-
niques

It is far easier to achieve transient error detection in memory elements instead
of random logic, as verifying memory contents simply requires we check that
the data read from the circuit is the same as the data that was previously
stored. One way to implement this concept in hardware is to initially codify
existing memory contents. This encoding process is done by sending a set of
logic values through a carefully chosen logic function. This logic function is
the encoder, and it is up to the hardware designer to select which encoder
fits best his envisioned circuit design goal. Once the the encoding process is
complete, we can re-encode the same data and the output of this new logic
encoding should be the same as any previous encoding. If it is not, we can be
confident an error has occurred between the two encodings. This approach is
visually represented in Figure 2. Usually, the output of the encoder is stored
in a specific memory location.

In literature many encodings have been suggested, all following the prin-
ciples outlined in Figure 2; Parity bits, cyclic redundancy checks (CRCs),
Berger, Bose-Lin and Hamming codes. Each encoding has its strengths and
weaknesses; while they all try to accomplish the same goal of providing er-
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Figure 2: General approach for encoding logic data - The encoding of some
logic values is achieved by sending them through a specific logic function.
In this schematic we initially encode logic values at a particular memory
locations (top). At some later point, after an alpha struck the circuit and
modified a bit (bottom), we re-encode the same memory locations and com-
pare the two encodings. This particular encoder was able to detect the effect
of the alpha particle.

ror protection, some are more computational expensive, while others require
more hardware area for a successful implementation. Some codes, such as
the Hamming code, are able to provide error correction in addition to error
detection.

3.1 Parity

One of the simplest, but widely used encoding methods, is Parity. Shown
on Figure 3, this method performs an XOR operation across all memory
contents resulting in a logic one (or logic zero), if the memory contents are
even (or odd). In a formal notation, Parity encoding is defined as,

P=a0,®a®azs®...Da, (1)

Where P is the encoded value for the various a; binary input values. These
binary input values are usually called the information word. After the parity
bit is determined, and stored in a separate memory location, any further
encodings with the same memory contents, must yield the same parity value.
Any mismatch suggests an error. This encoding can therefore used to detect
single, or any number of odd number of errors, at the output. Unfortunately,
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Figure 3: Parity encoding Showing a logic level Parity encoding of six binary
inputs.

an even number of flipped bits will make the parity bit appear correct even
though the data is erroneous. This encoding is simple to implement, fast to
compute, and requires very little hardware overhead, which makes it a prime
candidate for storage logic, such as memory cells.

3.2 Berger and Bose-Lin

Berger codes, developed in 1961 and named after its inventor, provides error
detection by simply summing the logic zeroes in the information word, and
expressing its sum in binary. This is to say, if the information word contains
n bits, then the Berger code encoding will require at least loga(n) + 1 bits
to store the the encoded results. This encoding allows the detection of any
number of one-to-zero bit-flip errors, as long as no zero-to-one errors occurred
in the same information word. In 1996 Stanislaw Piestrak at the Technical
University of Wroclaw, reported an efficient logic level implementation of this
encoding.

Bose-Lin codes, proposed by Bose and Lin in 1985, are similar to Berger
codes in the sense that their encoding is based on counting the number of
logic ones or logic zeroes. The main difference relates to the fact that the
bits to be counted depend on a parameter t. For ¢ = 2 and 3, the counts
are performed modulo 4 and 8, resulting in 2 and 3 check bits, respectively.
Since there are more encoded outputs, this method will allow for an increased
number of additional error detections. Similar to Parity, Berger and Bose-Lin
codes only provide error detection, and not correction. However, they are
more effective than Parity, but they have a slower encoding procedure and
require more hardware space to implement. Therefore Berger and Bose-Lin
encoding is more suited to devices, with predictable logic, requiring extra



reliability at the expense of performance.

3.3 Hamming

Hamming encoding, conceptualized by Richard Hamming in 1950, is another
widely recognized encoding technique. Its widespread popularity stems from
being one of the first encoding techniques able to provide error detection as
well as error correction for a given information word. Hamming code makes
use of Parity which, as we previously described, is able to detect errors in
an information word. Hamming codes takes Parity a step forward, by doing
Parity encoding on different bits, allowing the system to not only detect if an
error has occurred, but also pinpoint the exact incorrect bit value. Richard
Feynman, on his lectures on computation, shows that in order to achieve a
full single error detection/correction for an information word of k bits the
following equation needs to be satisfied:

9 > m 4k + 1 2)

Where m is the number of check bits.

3.4 Error encoding in random logic

Thus far we’ve only discussed how coding can be used to detect errors in
memory circuits, but with some appropriate modifications, extensively stud-
ied in the late 90s by Nur Touba’s group at University of Texas at Austin,
it can be extended to other logic structures with easily predictable outputs,
such as multipliers, adders, and PLAs. However detecting errors in appar-
ently random logic, without any discernible logic regularity, is a significantly
harder problem. In random logic we must determine if the logic operations
performed on some circuit inputs are correct. This is obviously much more
difficult because we are checking the same logic that is being used to calcu-
late a potentially incorrect answer. Since we do not know, the correct circuit
results a priori, more complicated or highly expensive schemes often must be
used.

Instead of providing error coverage to an entire circuit, several researchers
opted for selecting a particular subsets of functions, which can be encoded,
and protect those against transient errors. When the circuit subset is cho-
sen, a protective encoding is selected and implemented, often times with



Figure 4: Redundancy in space - By duplicating the entire circuit, errors
that propagate to the output can be detected. Unfortunately this method
requires more space to implement.

a relatively low hardware overhead and considerable error detection.Parity
prediction scheme for random logic, requires hardware that results in an in-
creased area overhead that ranges from 50% to 100% of the original circuit,
being it higher for Berger code and Bose-Lin codes.

4 Redundancy in Time and Space

Perhaps the most studied approach to detect transient errors is redundancy
in space. This is usually attained by spawning copies of the same circuit and
comparing the distinct outputs. Figure 4 demonstrates a logic level imple-
mentation of a 2-modular redundancy. The idea is that if one of the systems
fails, its erroneous output can be detected by the other system. Perhaps
the most recognized N-modular redundancy method is the Triple Modular
Redundancy (TMR) originally formalized by Von Neumann in 1956, and ex-
tensively studied by Lyons and Vanderkulk. Because TMR is relatively easy
to implement, and provides a respectable error protection, its usage became
popular in various computer architectures. For example, the IBM S/390
processor duplicated the instruction and execution units so that their results
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Figure 5: Redundancy in time - This method consists of re-executing the
same logic multiple times and searching for output inconsistencies.

could be compared on every clock cycle. Since triple modular redundancy
requires a parallel hardware implementation, it is faster than Hamming error
correction hardware, which makes it a prime candidate for highly reliable
DRAM memories and FPGA boards. Unfortunately any form of N-modular
redundancy implementation requires additional logic elements, which not
only take valuable space, but also have increased power and heat dissipa-
tion requirements. Other work has been done applying the related concept
of redundancy in time. This approach re-executes the same logic multiple
times, while storing any intermediate data in memory, and it reports any
output differences across the various executions. This is exemplified in Fig-
ure 5. While redundant in time methods do not require as much hardware
as a redundant in space method, its multiple logic re-executions significantly
decrease the throughput of the circuit.



5 Error detection with logic synthesis

Given the state of complexity of modern electronic devices, it is virtually
impossible to design a circuit at the transistor or logic level. To simplify the
design task, designers rely on a process by which an abstract form of desired
circuit functionality is turned into a logic implementation. This process is
called logic synthesis. Common examples of this process include the conver-
sion of high-level source code, such as VHDL and Verilog, into logic gates.
For example, consider the following Verilog implementation of a full adder:

module nBitAdder(f, cOut, a, b, cIn);
parameter n = 1;

output reg [n:0] f;
output reg cOut;
input [n:0] a;
input [n:0] b;
input cIn;

always @(a, b, cIn)
{cOut, f} = a + b + cIn;
endmodule

When this source code is synthesized into logic gates, with the help of a
software tool such as Mentor Graphics Leonardo Spectrum, a possible boolean
function is:

f=(a®b®cln)

cOut = (a ANb) V (cIn A (a ® b)) (3)

However, if we desire to restrict all logic gates to 2-inputs, with the proper
parameter tweaking we could also get the following function:

f=(a®b)®cln

cOut = (aANb)V ((aAecln) @ (bAcIn)) (4)

The equations (3) and (4), while functionally the same, as they provide
identical outputs for equal input stimulus, have different logic level implemen-
tations. This may result in extremely different hardware overheads, power
dissipation metrics and circuit timing characteristics. This synthesis tweak-
ing can also be applied in order to minimize the number of potential transient
errors, via error masking.
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Figure 6: Logic implications - If node N5 has a logic value 1, then node N9
must always have a logic value of 0. With this information, we can append
some extra logic to the circuit and possibly detect transient errors.

This error masking approach works as follows. Sometimes when the cir-
cuit, despite being a victim of a transient error, reports no invalid logic values
in the computed outputs. This fortunate situation is the result of some in-
ternal logic that is able to accidentally fix the error as the signal propagates
downstream. For example, a single alpha particle striking any input line of
a two-input logic OR gate, will have no effect at that gate output, when
both inputs are logic ones. In 2009, a research group led by Igor Markov at
University of Michigan, shown that it is possible to re-synthesize a circuit in
a way that increases the chances of logically masking transient errors. While
these masking techniques are promising, often times they result in extremely
unoptimized designs, which may not be appealing to circuit designers guided
by performance.

6 Logic implications

A new method to detect transient errors uses the concept of logic implica-
tions. This method takes an existing design and searches all internal circuit
nodes for consistent logic patterns between them. When an invariant pattern
is found, it will append some simple checker hardware that will re-enforce the
validity of that relationship. Consider the circuit shown in Figure 6. Due to
logical constraints in the circuit, there are several permanent, and invariant,
relationships that exist between various nodes in the circuit. For example, it
can be verified that whenever node N5 = 1, node N9 = 0 to retain correct
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logical consistency. If this relationship does not hold, an error must have
occurred in the intervening logic between the two sites, or at the second site.
The logic shown in gray can be easily added to the circuit to check for viola-
tion of this implication. While the circuit shown in Figure 6 is simple, similar
implications naturally exist in larger circuits, and across multiple time cycles
as well . There are several advantages of this method over the previously
described ones. First of all the designer can easily select how much error
protection he wants, based on how much hardware he has available. In ad-
dition no re-synthesis of the design is required, ensuring the circuit timings
to remain relatively unchanged. While this method clearly cannot detect
all transient errors, research efforts conducted in 2009 at Brown University,
under the supervision of Iris Bahar, have shown that with a relatively low
hardware overhead dedicated to this checker logic, an encouraging error de-
tection rate can be achieved. These characteristics make logic implications
a promising method for designers searching for partial transient errors while
minimally impacting the area, and performance, of the performance of the
circuit.

7 Conclusions

All these reviewed methods to detect transient errors have their strengths
and weaknesses. Some of them are extremely effective for detecting errors,
but this extra protection often times comes with steep costs, such as increase
area overhead (e.g. triple modular redundancy and encoding), or impractical
power and timing requirements (e.g. redundancy in space and circuit re-
synthesis). Special consideration should be taken to a recently proposed
method of logic implications, which uses the internal circuit logic structure
to provide considerable protection against errors. We conclude this article
by stating that unfortunately transient errors are a problem that is bound
to get worst as new smaller technologies arise, and it is up to the designer to
choose the most effective protective method for his needs.
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